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Abstract: Most militant groups do not act in isolation. They exist in a vast web of partnerships
which help them to mobilize resources and survive. How does the pattern of partnerships in
which a group is embedded shape the ways in which the group can take advantage of those
resources, and the ways in which they are made vulnerable by the network?
I argue that both the structure of a local network of partnerships in which a group is embedded,
and a group’s position in it, shape the extent to which that group benefits from that network.
Some local networks center around one or a few well-connected groups. In these local networks,
those influential groups have leverage because they can control the flow of goods and
information across the network. Influential groups specialize in coordination, helping partners to
survive and increasing their capacity for violence. Other local networks are flatter, with no
groups dominating. These local networks lack coordination, are less capable of screening out
vulnerable partners, and thus are more vulnerable to security forces. As a result, members of
these communities, even relatively influential ones, have lower capacity for violence. Better
connected groups in decentralized networks are actually more vulnerable, and do not survive as
long.
Introduction
What is it about al Qaeda that makes them such a persistent threat? It cannot be their
individual capacity alone: al Qaeda core consists of only a few thousand fighters that no longer
control territory. Other groups are have taken over whole states. Their forces are well trained, but
hardly make up an army, as those of some violent groups do. Al Qaeda is a threat because of
their global network. They act to coordinate the broader jihadist network, even cooperating with
ideologically non-aligned groups to bring resources and knowledge into the network. Al Qaeda
was so effective not just because of the attacks they committed directly, but because of the way
they influenced other groups all over the world. But al Qaeda isn’t the only group with partners:
what is it that makes the al Qaeda network so potent? To answer this question, I will present a
framework for characterizing different types of violent networks, then present and test a theory
of how these network structures impact a group’s capacity for violence and survival.
Understanding how violent groups interact is critical to understanding that group’s
behavioral outcomes. Militant groups do not exist in isolation. They train together, trade
together, conduct joint operations, and share infrastructure, using cooperation to boost their own
capacity to act and survive. They share in one another’s successes, and failures. But the success
or failure of a group is shaped by the success or failure of its partners, and those partners are
affected by their partners, resulting in chain reactions that propagate across the network. Groups
cannot act without affecting one another, and thus cannot be fully understood without
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considering the context of their partnership network.
It is not enough to consider individual partnerships without accounting for a group’s
network as a whole. Just like the layout of a road system shapes the flow of traffic far beyond a
single intersection, so too does the structure of partnerships shape the way that information,
goods, and vulnerabilities flow between groups. The nature of the inter-organizational militant
network affects the ways in which tactics and technology diffuse between groups. It mediates the
flow of funds, weapons, and intelligence. A group's position in their local network affects their
access to critical resources, and the ways in which the group learns from the successes and
failures of other groups. This in turn affects a group’s vulnerabilities, and has implications for
which counter-terror or counter-insurgency strategies should be more effective against which
groups. As a result, important group-level outcomes such as survival and capacity for violence
are shaped not just by the partners a group has, but the pattern of partnerships throughout a
group’s local network.
I characterize violent networks by their level of centralization, and show that the level of
centralization within a local network, and a group’s position within that network, affects their
capacity. Some local networks, called centralized networks, consist of one or a few wellconnected groups, and many groups with few partners. The clearest example of a centralized
local network is the network of partnership surrounding al Qaeda. In these networks, the wellconnected groups have leverage because they can influence the network as a whole, and because
they can threaten to cut groups off from access to the network. I argue that well-connected
groups within centralized local networks specialize in order to coordinate the network and vet
potential members. This coordination helps all members of the local network to survive longer
and mobilize resources for sustained violence.
Other, flatter, local networks contain groups with on average the same number of
partners. An example of a flatter local network is the Kashmiri network of violent actors on the
Pakistan-India border. In these networks, groups may be highly connected, but no group
dominates, or has more leverage than, other members. There are no specialized coordinators, so
groups are left to manage their partnerships on their own. Since more groups have more partners,
there is less screening of members, meaning that one group’s poor judgement when partnering
with a vulnerable group can compromise the entire local network. I find that on the whole,
members of flat, decentralized, local networks are more vulnerable and have reduced capacity
for violence.
While all groups in a network are interdependent, those groups which are more closely
connected exert a greater influence on one another. Groups can be directly impacted by their
partners: al Qaeda operatives benefit from the safe-house network among Pakistani groups.
Groups are also impacted by their partners’ partners, and so on: the safety of al Qaeda operatives
in Pakistan affects all of al Qaeda’s partners around the world, which in turn affects their
partners. However, the more links separating two groups in a partnership network, the less
impact they have on one another.1 Moreover, local asymmetries in partnerships lead to leverage
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at the local level: a group cannot threaten to break ties with another group if they were not tied to
begin with. Leverage and power relations are local, and are exerted among groups that are
directly partnered or closely related. I therefore focus on local networks. As used here, a group’s
local network refers to its partners, and its partners’ partners, as well as considering the ways in
which those groups are situated in the broader network.
It is intuitive that groups should be affected by their partners. Groups share intelligence
and resources, trade, teach one another, and share secret information that could leave them
vulnerable if exposed. The major innovation in this paper is to show that it is not just a groups’
direct partners that constrain that group. The structure of the relationships shapes the ways in
which those relationships constrain behavior and interactions, which in turn shapes the extent to
which groups can draw on resources within the network to increase their capacity.
Previous studies on how militant group networks shape group behavior have focused only
on the first part of the puzzle: the effect of a group’s position within a network. These have
focused on the direct partners a group has. Groups with more connections are more lethal (Asal
& Rethemeyer, 2008a), and survive longer (Phillips, 2013). Similarly, using a measure 2 of a
group’s partnerships that recursively weights those partnerships by the partners each partner
holds, groups with more influential partnerships are also found to be more lethal (Horowitz &
Potter, 2013), but not more long-lived (Phillips, 2013).
Only one study has considered the effects of network structure, finding that fragmented,
less interconnected militant networks produce less violent free-riding than less fragmented
networks in which groups are more interconnected (Metternich et al 2013). No one has yet
looked at the interaction between position (a group’s partners) and structure (the pattern in which
those partners are arranged), or the effect of network centralization. But centralized networks
look very different from decentralized networks. They are often hierarchical, with wellconnected groups that are able to impose order on the network as a whole. As such, they should
result in very different network flows, and impose different behavioral constraints on groups.
Theorizing about position without structure leads to an incomplete story.
The paper is structured as follows. I will begin by describing partnerships between
violent actors. I will then theorize about positional effects, briefly reviewing the limited literature
on terrorist alliance networks as I go. I will then transition into a discussion of network structure,
both how it evolves and the ways in which it constrains groups. I will propose a theoretical
framework through which to classify these structures, and discuss the implications of these
structures for group behavior. I will propose and then test several implications of the framework
empirically to demonstrate the importance of these structural considerations.

partners, but not every partner will be compromised. Therefore, not all of partners of partners of the original group
become vulnerable, and so on.
2
Horowitz and Potter use eigenvector centrality, which takes the eigenvector of the dominant eigenvalue for an
adjacency matrix. Eigenvector centrality measures the influence of each node in a network by recursively weighting
each group’s influence by how well connected it is to other influential groups.
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Theory
Militant Group Partnerships:
Partnerships are inherently risky for illicit organizations because they involve sharing
information. And yet, despite the fact that they depend on secrecy to survive, exist under
conditions of anarchy,3 and are inherently criminal, violent non-state organizations make a lot of
friends. Prominent examples include the People’s Liberation Front of Palestine (PFLP) and the
Baader Meinhoff group in Germany, Hamas and Hezbollah, al Qaeda with the Salafist Group for
Preaching and Combat (GSPC/ AQIM), the Provisional Irish Republican Army (PIRA) with the
Revolutionary Armed Forces of Colombia (FARC), and the Taliban and Hezb-e-Islami. Each of
these examples represents a contextually distinct form of partnership, yet all have inherent
similarities that make them directly comparable as part of a single network.
Despite their differences, each example is a demonstration of how partnerships can
benefit groups by creating efficiencies from cooperation. These efficiencies often arise from
asset specificity: different groups are good at, or have access to, different things. This makes it
efficient for them to cooperate (Wahedi, working paper). The PFLP and Baader Meinhoff were
loosely ideologically aligned, but primarily interested in their own internal conflicts. By
partnering, they could pool resources to accomplish larger scale attacks that aligned with both of
their needs. Along similar lines, al Qaeda operatives rely on a network of safe houses built by
illicit groups in Pakistan.
The GSPC became a formal franchise of al Qaeda and dedicated itself to al Qaeda’s
ideology, but again, both groups benefited from efficiencies due to cooperation (Wahedi,
working paper). Al Qaeda got a reputation boost as a global leader, became able to freeride on
their new namesake’s efforts, and received revenue from African smuggling routes. The GSPC
received legitimacy and new sources of recruits by joining the al Qaeda franchise.
PIRA and FARC had a more direct transactional relationship, in which they traded
expertise in bomb-making for weapons. Finally, Hezb-e-Islami and the Taliban were two parties
to a civil war that took turns fighting and aligning. Where they partnered, they did so because
pooling their forces allowed them to eliminate a mutual foe, where doing so alone might have
been resource prohibitive.
All of these examples represent very different sorts of relationships, and yet, they all have
a common current. Violent non-state actors cooperate, especially with those with whom their
interests align either temporarily or in the long term, to do things that would be more costly
alone. Partnerships can take different forms, and yet have similar effects on group capacity to
survive hard times, (like the Taliban and Hezb-e-Islami, or the GSPC with al Qaeda,) or to
accomplish more than they could alone, (like the PFLP and Baader Meinhoff, or PIRA and
FARC.)
Beyond the Dyad:
This common thread describes the key currency described in this paper: partnerships
generate both costs and efficiencies. But partnerships don’t exist in isolation. Al Qaeda’s appeal
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to the GSPC was that the group had access to a global network. The PFLP was capable in part
because of its global network. No group would be able to fight without the arms networks that
supply their weapons, or to survive without the smuggling networks that provide them with
revenue. Just like in the global economic system, efficiencies flow across the network enabling
and constraining groups. How this flow affects groups depends both on the structure of their
local network neighborhood, and their position in it. I will begin by describing the role of
position, followed by the role of local structure and how it interacts with position.
Position:
On the whole, groups that are better connected are better positioned to extract efficiencies
from a network of partnerships because they have greater access to network resources and
greater leverage over their partners. However, having more partners can come with a cost.
Better connected groups have greater access to goods that flow across the network. In
illicit networks, these goods include intelligence, access to safe houses, training, and blackmarket trade routes. Groups can gain increased access either by connecting to other wellconnected groups, or by forming many connections on their own. For example, during the
Afghan Civil War, most commanders partnered with groups with a presence in Peshawar in
order to access funds from global networks, rather than devoting energy to cultivating these
funds on their own. The Shura-e-Nazar served as a way for Ahmad Shah Massoud of Jamiat-eIslami to manage connections to local commanders in order to funnel resources to them through
Peshawar. The Haqqani Network used a different strategy than members of Shura-e-Nazar,
partnering with the larger Hezb-e-Islami, but also directly creating its own network of donors.
The Afghan Civil War example illustrates several mechanisms by which groups benefit
from their partners. First, having greater access to network resources helps groups bolster their
capacity both to survive and to engage in violence. Hezb-e-Islami and Jamiat-e-Islami were
among the most powerful groups in Afghanistan in large part because they were so well funded
through Peshawar. Groups that had been cut off from Peshawar either perished or partnered with
one of the Peshawar parties (Amstutz, 1994). Local commanders in the Shura-e-Nazar could
access the resources coming through Peshawar through Jamiat-e-Islami, but were one more step
removed from the broader network, making them less well connected. It is worth noting the
endogenous nature of this mechanism: coordinators in Peshawar preferred Massoud in part
because of his capacity, but his capacity was maintained by this connection. Both necessarily
occur simultaneously and feed back into one another. Local commanders in the Shura-e-Nazar
were not picked as a favorite, in part they weaker to begin with, but that they were not picked
still constrained their capacity to grow in their own right.
This first mechanism captures the logic that when a group’s partners are doing well, that
group does well. For instance, the flow of intelligence is well captured by this mechanism,
because groups need not be partnered with the source of the intelligence to benefit from that
intelligence. Black market trade is another fluid network good: having a trade partner that can get
access to, or find buyers for, diverse goods may be more efficient for a group than finding and
building trust with many trade partners directly. Other types of network goods do require direct
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partnership, which leads to the second mechanism.
The second mechanism by which better connected groups benefit is through greater
access to network goods through their direct partnerships. Groups with more direct partners are
likely to achieve contextualized intelligence, have more exposure to violent innovations, have
access to greater resource flows as they traverse the network. Moreover, not all goods flow
through the network equally well. Some goods, such as the sharing of infrastructure, might be
better captured by direct partnerships. Groups may benefit when their partners have access to
infrastructure, but they do not benefit as much as having direct access. For example, al Qaeda’s
partners train at al Qaeda training camps, and return home to teach their compatriots the
techniques they learned. Not every second order partner will learn, or learn as well, as the groups
whose operatives directly trained with al Qaeda. This means that in addition to benefitting from
indirect access, groups can benefit more from direct access.
Third, groups can benefit from having more ways to access network flows. This is
because of how forming pathways shapes the leverage groups have. Groups with many partners
are more likely to have greater leverage within their relationships, because they can threaten to
cut their partners off from the rest of the network. This allows them to have greater sway and to
take a greater share of network resources. Jamiat-e-Islami had leverage over the members of
Shura-e-Nazar because it was their only access to the resources that enabled them to survive.
This allowed Jamiat-e-Islami to extract concessions, helped Massoud to maintain his leadership,
and placed Massoud in a better position to seize national power if Jamiat won the war. Al
Qaeda’s affiliates pay homage to al Qaeda in part because they depend on al Qaeda for access to
legitimacy and a global network, which further boosts al Qaeda’s legitimacy.
Forming redundant partnerships shifts the leverage between groups, helping dependent
groups to regain some autonomy. The Haqqani network was less dependent on Hezb-e-Islami
because they had their own donor network (Peters, 2012). This gave them greater territorial
autonomy and allowed them to coordinate with al Qaeda. Access to the global network helped
entrench the group, helping them survive the civil war, and the war with the US. The Haqqani
Network remains active today. Similarly, al Qaeda in Iraq used the global focus on the war, and
its influence as an al Qaeda affiliate, to build redundant connections to the groups that sent
foreign fighters through al Qaeda. This allowed al Qaeda in Iraq to gain in strength and global
legitimacy, and eventually challenge al Qaeda’s leadership as the Islamic State in Iraq, and later
the Islamic State in Iraq and the Levant.
This mechanism is also part of an endogenous process. Groups can only form more
partnerships if they can get other groups to partner with them, which only occurs if they have the
resources to invest in maintaining those partnerships, and have something valuable to offer. But
forming those partnerships feeds back in to group capacity. On the other hand, groups main
focus is on their individual conflict, meaning that any resources dedicated toward forming a
network are diverted from their primary goals. This means that group strength and propensity to
form ties may be correlated, but neither fully explains variation in the other.
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Hypothesis 1: Better-connected groups have greater capacity for violence and to survive
The benefits described above are coupled with costs. Maintaining many partnerships
creates an administrative burden on groups. It costs time and resources in order to maintain any
partnership, let alone a covert one in which groups must conceal their actions and trust one
another. Partnership is also risky because a partner could be compromised by security forces—as
the Islamic Group of Algeria (GIA) was—or could switch sides (Bapat & Bond, 2012)—as
Yunis Khalis eventually did to Hezb-e-Islami (Christia, 2012). In either case, secret information
that could damage a group would be lost to its enemies. This suggests that there may be
diminishing returns to some partnerships, a point I will revisit when discussing the impact of
network structure.
Conceptualizing Structure:
The theory on positions described above is incomplete without considering the context of
the partnerships between groups. For example, if redundant pathways exist, then well-connected
groups are no longer the only source of goods or information, thereby reducing their leverage.
Having more connections may allow groups to have more leverage, but that can be countered by
other groups forming more partnerships. The context within which a group exists determines the
returns to each partnership.
Compare the local violent networks marked C in Figure 1 to the local networks marked A
and B. Well-connected groups in the collection of stars marked C have leverage over their
partners because they could threaten to cut them off. Groups with a similar number of
connections in A and B do not have leverage because there are many redundant paths: a group
cannot impose costs on a partner by severing a relationship because the partner has many
alternatives for accessing network resources. Returning to the Afghan war example: Haqqani
was less dependent on Hezb-e-Islami than the Shura-e-Nazar groups were on Jamiat-e-Islami.
This means that the returns to partnership depend on the context of partnerships within the
broader network.
The local networks marked C and A exist at two ends of the spectrum of network
centralization. Centralized networks consist of one or a few groups with many partnerships, and
many groups with few partnerships. The local networks around C are examples of hub-and-spoke
networks, and are at an extreme of centralization. In them, one group has a maximum number of
relationships, while all others have the minimum number. Less extreme is the network marked
D, in which some of the poorly connected groups have two connections. Centralized networks
can also have more than one well-connected group, each with many poorly connected partners of
their own, as appears among the European leftist groups in the local communities marked F &G.
Three well-connected groups, the Revolutionary People's Struggle, The Revolutionary
Organization of 17 November (17N), and Kurdistan Workers Party (PKK) are each connected as
well as surrounded by many poorly-connected groups. Local networks can also can exist as
extensions out from a larger centralized network, like al Qaeda in Iraq’s network of local
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partners in E2, extending out from al Qaeda’s broader centralized network in E.
At the other extreme are decentralized local networks, in which most groups have on
average the same number of partners. In A, every group is partnered with every other group. In
B, most groups have the same number of partnerships. The Kashmiri groups marked E2 are
another example a decentralized local-network. In these networks, there are redundant pathways,
which reduces the leverage that any group has over another.
Network structure shapes the flow of goods and information across the network, which in
turn has positive and negative consequences for the groups that make up the network. I will
discuss the theoretical implications of each end of the centralization spectrum in turn,
incorporating a discussion of how these structures interact with position within the structure. The
local structure of a group’s immediate neighborhood should be especially important for shaping
behavior. I therefore focus specifically on the structure of the local community in which groups
exist, rather than on the broader network containing all violent groups.
Decentralized local networks.
Decentralized networks have several features that provide both benefits and weaknesses.
First, they have many paths for goods and information to traverse (Moody & White, 2003). This
redundancy allows groups unfettered access to more fluid network goods such as intelligence
and small arms, and gives individual groups greater autonomy. Groups are not reliant on brokers
who control the flow of goods and information, because redundant paths mean that there are
always alternatives to cooperating with a given group. Al Qaeda in Iraq and al Qaeda in the
Islamic Maghreb both formed their own networks as they increased their independence from al
Qaeda Core. The Haqqani Network operated relatively autonomously, even though they were in
Hezb-e-Islami’s territory in Afghanistan, in part because it had its own network and was not as
dependent on Hezb-e-Islami for funding.
Redundant ties may increase a group’s autonomy, but that comes at the cost of efficiency.
Because there are many paths between nodes in an interconnected network, there are decreasing
marginal returns to adding ties: a group only needs one partner that can supply small arms, and
does not benefit from hearing the same intelligence twice. Managing many redundant ties is
costly. Maintaining an illicit relationship requires an investment of time and risks exposure. In
order for the flow of network goods and information to benefit a group, they must have sufficient
capacity to process the flow. While groups in decentralized networks have access to a lot of
information, their ability to process it and transform it into violent innovations may be decreased
by the quantity of information they process.
Too many connections results in a phenomenon called saturation. In experimental
studies, having a few sources of information improves an individual’s performance. Having too
many adds noise and causes it to redirect resources that could be spent on productive tasks to the
task of sorting through the information, resulting in an overall decrease in performance. Violent
groups are organizations of individuals, not individuals, but the principle is the same. Groups
with finite resources can only manage so many relationships, and trying to balance too many
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means less attention and trust
Figure 1 Cooperative Partnerships Among Violent Actors.
building among each, reducing
Network data taken from the Big Allied and Dangerous
the overall returns to partnership. Dataset from the Terrorism Knowledge Base. Modular
Saturation effects may be why no network communiities were calculated and color coded using
observed interconnected militant
the Girvan-Newman Algorithm
community above size five is
fully connected, suggesting that
negative returns to degree have
not been reached in the observed
network of militant groups.
Given the theoretical
expectation that violent networks
should be sparse, and the lack of
dense communities in observed
networks, there should be no
strong effects of density on group
behavior, outside of its relation to
other structural attributes (See
Supplemental Material).
Second, redundant paths
reduce a network’s vulnerability
to the removal of groups from the
network. Network goods can still
flow, even when members of the
network are removed. In an
interconnected small arms network, the elimination of one dealer does not halt the flow of
weapons.
On the flip side, networks with redundant paths are vulnerable to unraveling strategies. If
security forces infiltrate or arrest one vulnerable group, they can collect intelligence against
many others, compromising their partners in turn. This was one of the downfalls of the armed
Islamic Group of Algeria (GIA): they were infiltrated by security forces, making commanders
during the civil war hesitant to work with them. Illicit interconnected networks are therefore only
as strong as their weakest member. Moreover, members of these networks cannot control who
has membership on an individual basis.
A final feature of interconnected networks is that they are subject to free riding and
reduced overall effort (Bramoullé, Kranton, & D’Amours, 2011, 2014; Metternich, Dorff,
Gallop, Weschle, & Ward, 2013). Initiative taking becomes less common, and members tend to
settle on an overall suboptimal level of effort, in part because they wish to free ride on the
violent efforts of their partners.
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Centralized Local Networks:
Centralized networks tend to be more hierarchical than decentralized networks. For
example, al Qaeda requires its allies to formally declare allegiance, and imposes bureaucratic
restrictions on members. The more central PFLP acted as a formal mentor to Baader Meinhoff
and the Japanese Red Army. Hierarchy means that the accrual of goods and access to
information interacts more strongly with a group’s position within the network. Baader Meinhoff
complained about receiving too little in exchange for their partnership with the stronger PFLP,
for example. In interconnected networks, goods flow through redundant paths, so even the most
central groups have less leverage in an interconnected network than they do in a centralized
network of similar size. In a centralized network, the majority of members are dependent on
better-connected members for access to network goods.
Centralized networks have three primary network level benefits: they have information
shortcuts, are efficient, and are robust to the elimination of random groups. But like with
interconnected networks, each of these benefits has a tradeoff: short path lengths depend on wellconnected groups being willing to take on the costs of having many ties. Peripheral members
trade freedom of action for efficiency. Centralized networks are vulnerable to targeted
elimination of members.
Information shortcuts: Centralized systems are good at diffusing useful information—
especially in large networks—because the shape of the network facilitates fast information flow.
Well-connected groups serve as information short-cuts. In a simple hub-and-spoke network, in
order for information to pass from any member to any other member, it must pass through at
most one intermediary (Cohen & Havlin, 2003). Because most information and resources pass
through just a few well-connected groups, these groups can contextualize that information and
prioritize redistribution, facilitating the flow of network goods. Denser interconnected networks
may have similar path lengths to less extreme centralized networks, but the flow of information
is less contextualized or coordinated. Moreover, achieving the same level of closeness between
each member is much costlier in decentralized networks, leads to the second benefit of
centralized networks: their efficiency.
Efficiency: Centralized networks are more efficient because the network as a whole
invests less in processing information. Each tie is costly. Hub-and-spoke networks are the most
efficient because they allow the greatest flow of information for the lowest maintenance cost.
Centralized networks minimize the distance between any two groups while also minimizing the
number of partnerships needed.
Applied to the domain of violent organizations, centralized communities are efficient
because they facilitate specialization. In a centralized system, a single group invests in the
capacity to make and maintain many partnerships, which allows it to process incoming
information from many groups and pass that information on to the rest. Examples include the
Peshawar parties during the Afghan Civil War, which funneled funding from Pakistan to the
lower-level commanders in Afghanistan, and thus controlled which groups had a fighting chance.
The Shura-e-Nazar is an example of a specialized a structure constructed by Massoud within
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Jamiat-e-Islami to help manage these partnerships. Another example is the al Qaeda Core
bureaucracy, which specializes maintenance of ties (Shapiro, 2007, 2008), and infrastructure
building in partners. Both the Peshawar parties and al Qaeda invested in a bureaucracy, and in
vetting of potential partners.
Third, the information flow through a centralized system can be filtered by the wellconnected groups at the center. Processing information can be as costly as maintaining ties.
Well-connected groups in centralized networks have visibility into the source of all information
flows and are in a position to better contextualize it. They can then filter that information and
pass it along to the partners that need it (Shapiro, 2007). This means that most groups in a
centralized local network need to invest less in the capacity to process and synthesize
information themselves. This can be seen in the al Qaeda network, where al Qaeda encourages
groups to record lessons learned from their operations, and has the bureaucratic framework to
process the information. Rather than passing along raw information to the rest of the network, it
trains its partners in best practices and passes resources along to the groups that need it.
In decentralized networks where information and resources flow through so many
redundant paths, no group can filter. Furthermore, in flat local networks, no single group is in a
position to be able to contextualize the information. Finally, there is so much redundant
information passing through any group that it is more difficult to process. So even though each
group has access to all information, in large networks, they are less able to make use of that
information. Having a single integrator helps make centralized networks particularly well suited
to solving problems in the militant group context.
The first problem with this view of centralized networks is that highly central nodes are
subject to saturation problems (Gilchrist, Shaw, & Walker, 1954). The saturation hypothesis was
devised to explain variation in experiments on the effects of network form on problem solving
and information flow. These experiments consisted of small networks of three to five people
configured in different archetypal forms (Shaw, 1964). In general, hub-and-spoke networks
tended to solve simple problems more quickly (e.g.: Leavitt, 1951), while fully-connected
networks were better at solving complex problems (Heise & Miller, 1951). Gilchrist and
colleagues find that this effect is due to the fact that hubs are overtaxed when the problem
involves greater communication. Across all experiments, hubs received and passed more
messages than any individuals in any other position. If the problem exceeded their capacity to
process information quickly, then the performance of the entire network suffered. As described
above, when groups have limited personnel resources to divert from fighting toward managing
their partnerships, they are also subject to saturation effects.
Saturation problems can be mediated in the context of centralized networks when wellconnected groups benefit from having partners that are active. Dodds, Watts & Sabel (2003) find
that hierarchical networks can actually be more efficient at solving communal problems if the
problems being solved can be decomposed. 4 Militant groups are independent entities which
4
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generally have their own local, immediate goals, which suggests that the problems they solve
tend to be decomposable: the “problem” the system is trying to solve is individual group success.
This means that centralized militant networks can effectively increase capacity for violence as
long as they can resolve the saturation problem. Since these nodes are groups rather than
individuals, they can invest in increasing their capacity to process and spread information, and
allocate goods through the establishment of bureaucratic mechanisms as seen in al Qaeda and the
Peshawar parties.
Taking on the bureaucratic costs of managing partnerships is worthwhile for wellconnected groups if they receive greater benefit from the success of their partners than they
would if they spent the resources they spend on information processing on achieving their own
goals directly. For example, the moderate Peshawar parties were militarily weak, with only a few
hundred fighters on the border. They relied on local commanders to whom they funneled
resources in order to remain relevant (Amstutz, 1994). Because these specialized arbiters choose
how to funnel resources, they can do so in such a way that helps them to further their own aims
(Byman, 2014; Fishman, 2008).
The risk of saturation should be contrasted to the inefficiencies and free-riding that
occurs in decentralized networks. In centralized local networks, well-connected groups specialize
in funneling resources to partners in order to further their mutual aims. Enders & Jindapon
(2010) find that in decentralized networks, even if nodes have the same goals, externalities can
cause suboptimal decision-making, suggesting that decentralization may be disadvantageous
when the goals of members of a network are less aligned, or when problems are harder. Both
conditions likely the case with violent non-state actors (Byman, 2014; Shapiro & Siegel, 2007,
2012). Moreover, no group takes the initiative to process information in decentralized
communities. All groups must therefore learn their own lessons from the abundant flow of
information from diverse sources. In decentralized local networks, learning is less
contextualized, and greater investments must be diverted from productive activities toward
information processing and relationship maintenance.
Centralized networks are also good at solving collaboration problems, because wellconnected groups can provide a focal point solution: because most groups are partnered to a
well-connected group and to few other groups, well-connected groups in centralized networks
are visible across the network, and do not have to compete for their partners attention. Wellconnected groups in centralized local networks can also direct the use of violence in other groups
through their control of the flow of intelligence and resources, which could make the network
more effective at coercion than less directed interconnected networks, whose groups may act in
ways that are at odds with one another. They can also use their position to more effectively
recruit and raise funds, which should increase their capacity and the capacity that they can pass
on to their partners.
The benefits associated with a centralized system require that the well-connected groups
integrating the signals of its subordinate neurons into a single, stronger signal to the conscious brain. Al Qaeda is
like the hub neuron, which integrates the experiences of all of its subsidiaries in order to draw overall trends and
create a strong, unified signal from the mass behavior of smaller groups in order to effect an outcome.
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invest in the capacity to maintain ties and process information. While this is costly, it also
confers benefits on the specialized well-connected group. These specialized groups, as the
integrators of information, receives broader information about which tactics are more likely to
work when and where, and other contextual knowledge that cannot be gained at subordinate
levels. This broad understanding should make the well-connected groups in centralized networks
especially effective, because they will know when to use what tactics where, for greatest effect.
It also gives well-connected groups in centralized networks leverage over subsidiary groups,
since they depend on the well-connected groups for receipt of network benefits. Less-well
connected partners accept their subservient position and confer benefits on their better-connected
partners because it is safer (Bapat & Bond, 2012); and less costly than forming and maintaining
more ties, and processing information themselves. Well-connected groups can also provide more
poorly-connected groups sufficient network goods in order to entice them to stay. This means
that well-connected groups can influence the activities that their partners engage in, in order to
achieve their goals even while limiting their direct engagement in the violence, as the moderate
Peshawar parties did. Al Qaeda has not conducted a major attack since 2011, but has still
wrought destruction toward their own ends by facilitating their partners.
A structural hypothesis is based on the following observations from the theory:
(1) Central groups in centralized communities specialize in information processing and
distribution.
(2) Peripheral members in centralized communities dedicate fewer resources toward
information processing and maintaining relationships than members of decentralized
communities.
(3) Centralized structures facilitate collective action
Hypothesis 2: Centralized communities facilitate greater capacity for attacks than
decentralized networks.
Robustness: Centralized networks are resilient to the random removal of individual
members, since there are many more poorly-connected groups than critical well-connected
groups. They are not, however, resilient to targeted removal of members. Whether these
networks are resilient to unraveling depends on how strong the best-connected groups are.
Intelligence gained from a poorly-connected group reveals nothing about other poorly-connected
groups, and because of the power dynamic between the well- and poorly- connected groups in
centralized local networks, may reveal little critical information about the well-connected
groups. If the well-connected group is compromised, however, all other groups in the network
are imperiled.
The vulnerability of a centralized network differs from that of a decentralized network in
an important way. In decentralized networks, unfiltered information passes throughout the entire
network, meaning any member is a point of vulnerability. Neither strong, nor well-connected
groups can filter this information because there are always redundant paths. In a centralized
network, critical information is gated by well-connected groups. Innovations and intelligence can
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be transmitted to peripheral members without revealing information that would endanger other
groups. If the well-connected members are strong and less subject to being compromised, then
the network will be more resilient.
Along similar lines, decentralized networks are only as strong as their weakest members.
Individual members cannot restrict membership or cut membership off. This means that
decentralized networks are more vulnerable to unraveling. In centralized communities, on the
other hand, specialized well-connected groups can vet potential partners. Al Qaeda, for example,
is very careful who it allows into its network, carefully vetting potential affiliates. This leaves
members freer to be more open, and to better realize the benefits of the network.
The following observations lead to the third hypothesis:
(1) Well-connected groups in centralized networks specialize in vetting partners
(2) Well-connected groups in centralized networks filter sensitive information to
reduce the vulnerability of peripheral members
(3) Decentralized networks are vulnerable to unraveling
Hypothesis 3: Members of centralized communities are more long-lived than
members of decentralized communities.
Interactions between centralization and structure:
The discussion above suggests well-connected groups in centralized networks are unique
because of the leverage they have from their structural power, and their specialization. First, the
stability of the entire centralized local-network depends on the survival of well-connected
groups. This means that centralized networks should only form around secure groups.
Conversely, decentralized local networks are subject to unraveling. For example, information
taken from a single operative from the Revolutionary Organization 17 November (17N) allowed
to the entire organization being dismantled, which in turn led to lost information about 17N’s
partners. Unlike in centralized local networks, in decentralized local networks there is no central
coordinator to vet members of the network. Having more partnerships means more exposure, and
greater vulnerability. We therefore expect the opposite effect in decentralized communities: wellconnected groups should be more vulnerable in decentralized communities.
Hypothesis 4: Well-connected groups in centralized communities survive longer, while
well-connected groups in decentralized communities are more vulnerable.
Second, in centralized local networks, well-connected groups’ position gives them greater
exposure to contextualized information, and allows them to dip into the flow of resources
through the whole network. Their leverage also allows them to extract a disproportionate share
of resources from their local network, which should give them greater capacity for violence and
help them to survive. Well-connected groups in decentralized networks, on the other hand, do
not have leverage because redundant ties mean that they are not critical to the network. Network
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members always have outside options. Unlike for the case of survival, however, while there are
likely decreased marginal returns to partnerships in decentralized communities, additional
partnerships still benefit groups because they provide greater exposure to network flows. I
therefore do not expect the effect of partnerships to be reversed
Hypothesis 5: Well-connected groups in centralized communities have the highest
capacity for violence
These hypotheses amount to observable implications of a core theory: centralized and
decentralized network communities operate in different ways. While decentralized networks may
be preferable to groups that prefer autonomy, the flow of network goods through centralized
communities promotes greater capacity for violence, and greater security for their members. This
is made possible by specialization of well-connected groups within centralized communities.
It is important to note that these hypotheses are observable implications of an endogenous
process: structure begets survival and lethality, which beget structure. The causal components of
this process are difficult to disentangle, but both are hypothesized to be occurring and the
vignettes described above provide theoretical richness that suggest both are. These observable
implications, therefore, are not meant to uncover a clear causal direction which is unlikely to
exist, but to shed evidence that this process describes reality.
Research Design
Data:
Network data were taken from the Big Allied and Dangerous 1 (BAAD1) dataset of
militant group cooperative and rivalrous relationships (Asal & Rethemeyer, 2008b). These
relationships were taken from the Terrorism Knowledge Base (TKB), compiled by the National
Memorial Institute for the Prevention of Terrorism (MIPT). One limitation of the BAAD1 data is
that they are static, representing whether groups ever had a relationship—a partnership, rivalry,
or both—during the observation from 1998 to 2008 when the TKB stopped collecting data.
While groups do shift their alliance patterns (Christia, 2012), but absent more detailed data on
these dynamic shifts, these static data still provides a glimpse into the ways in which network
incentives and structures shape behavior. Those relationships that the TKB listed as both
cooperative and rivalrous were excluded from the analysis. Only 18 out of 487 relationships in
the data were reported as varying. Network data were not completely symmetrical. For the
purpose of defining structure, I took the element-wise sum of the adjacency matrix, and its
transpose, to infer an alliance wherever one group was listed for another as a partner, but not vice
versa. I also use Horowitz & Potter’s (H&P) terrorist network data, also taken from the TKB in
many robustness checks.
The labels in the network data did not match the groups in the TKB perfectly. After a
merge attempt, the remaining groups were matched by hand. Groups that were the same group
by different names were combined. For example, a series of groups called “al-Qaida” in the TKB
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were combined into al Qaida in Iraq, because all attacks were conducted in Iraq, and the spelling
differed from TKB’s usual spelling of al Qaeda. A dictionary mapping is available in the
supplementary material. Eleven groups were dropped from the BAAD data because they were
unable to be matched.
Because the network data are static while the observations are dynamic, I adopted a
strategy to reduce noise. First, because my hypotheses focused on network effects, I excluded
groups without at least two partners. Second, I only included active groups, meaning that they
had conducted an attack in the previous two years. If a group became active, but none of its
partners were yet active, it was excluded as not yet being in a network. Such a group would be
included as soon as two of its partners became active.
Local networks were calculated in two ways. For the primary analyses in the paper, a
group’s local network extended out two degrees. In other words, each group’s local network
consisted of their partners, and their partners’ partners. In robustness checks and figure
generation, I used a Girvan Newman to identify communities based on modularity. A community
is defined as a subset of groups that are more connected to one another than to outsiders. I
identified 439 communities in the network data, the majority of which were excluded because
they were unpartnered. I stopped at 439 because disaggregating further caused al Qaeda’s
immediate network began to break apart. Any fewer, and major communities started to merge. 5
Community membership is color coded in Figure 1 according to the Girvan Newman algorithm.
Dependent Variables:
Capacity for Violence: The ability of groups to mobilize for violence was captured using
the number of attacks inflicted per month and the number of casualties inflicted per month.
Groups with greater capacity for violence conduct attacks more often, and of greater intensity,
than groups with lower capacity for violence. This captures a combination of group capability
and desire to inflict violence. It captures capability because carrying out a sustained campaign of
violence implies having the capacity to create or attain weapons, conduct an attack, and evade
security forces. However, it is not a direct measure of capability, because it may be that groups
are capable of carrying out more attacks than they choose to use. Furthermore, different terrorist
groups have different goals. A group with more limited aims may be less violent than a group
trying to destabilize a government, regardless of their relative capacities. However, all included
groups have demonstrated a willingness to use violence that may be constrained or enabled by
their local network. Number of attacks, and number of casualties were both taken from the TKB,
though robustness checks were performed incorporating lethality information from the Global
Terrorism Database (START, 2016).
To test hypotheses relating to groups’ capacity for violence, I used a hierarchical zeroinflated negative binomial regression. I used a Bayesian context in order to provide greater
model flexibility. I used a zero-inflated negative binomial because the response variables—
number of casualties and number of attacks—are over-dispersed 6 count variables with a
5

These determinations were made prior to the modeling process, in part because of the long runtime for each model,
and in part because these data were only used for robustness checks and figures.
6
The variance is different from the mean, implying that a Poisson regression is inappropriate.
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disproportionate number of zeros. This method models two separate distributions: the probability
of there being an attack in a given month, and the number of attacks/casualties in months where
there are attacks. This model better accounts for the over-representation of zeros in the monthly
data. Most groups do not conduct attacks every month.
I used a hierarchical model to account for observations over time. Controls and covariates
were modeled at the group level. Every month, each active group took a draw from their own
zero-inflated negative binomial distribution, with mean parameterized according to group level
and network covariates. The model can be conceptualized as predicting each group’s probability
of conducting an attack/probability of producing a certain number of casualties on any given
month. For each group, time started at their first recorded attack in the TKB, so the time
covariate is also age.
Survival: The TKB codes attacks from 1968 through 2008. I coded group death on the
date of their final attack, if they did not conduct attacks for two years after their final recorded
attack. Groups that conducted attacks in the final two years of the dataset were censored.
Because the theory focuses on differences in network effects, I excluded groups that did not have
partnerships in the BAAD1 network.
Survival hypotheses were tested using a cox proportional hazard model with time-varying
covariates. Network attributes varied over time based on group activity. For example, a group’s
degree distribution might increase when a partner in BAAD1 conducts their first attack and
becomes active, or decrease when a partner conducts their final recorded attack. Network
covariates did not vary significantly over time.
Explanatory Variables
Connection to Partners
Degree centrality: A group’s degree centrality is the number of partnerships held by that
group. Within a centralized network, groups with many more allies than others are hubs. Unlike
other hierarchical structures, such as trees, hub-and-spoke networks are distinguished by their
degree distributions, which makes degree centrality especially apt at identifying hubs. Degree
centrality is less suited toward identifying influential nodes in interconnected networks because
of the reducing marginal returns to ties, though having greater degree is correlated with having
greater influence.
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Because there are large outliers
in degree, and because conceptually
nodes with very high degree are
structurally equivalent, I rescaling
using the log of degree.
Eigenvector centrality:
Eigenvector centrality measures a
node’s influence on all other
members of a network, and the extent
to which a group is connected to
other well-connected groups. It is
calculated by taking the eigenvector
associated with the maximum
eigenvalue of the adjacency matrix.
Because eigenvector centrality is only
meaningful on connected networks, I
took the eigenvector of each
connected component. This can be
problematic because centrality scores
are not directly comparable across
networks. For example, two groups in
a dyad receive the maximum possible
eigenvector centrality, despite the fact that they are much more isolated than most nodes in an
interconnected network. To make the scores more comparable, I scaled them using the
community’s maximum eigenvalue. In robustness checks in the supplementary material, I also
standardize by local network size. Figure 2 shows the network color-mapped to show each
group’s eigenvector centrality, with dark red being the highest and dark blue being the lowest.
See Appendix A for a discussion on the complications of eigenvector centrality, and how these
complications have negatively impacted work in this domain in the past. As a robustness check, I
also calculated groups’ local eigenvector centrality from their immediate communities, also
scaling by the maximum eigenvalue.
I use degree centrality as my primary centrality measure for several reasons. First, the
main downside to degree centrality is that the theory suggests that there are reduced marginal
gains to alliances as redundant ties are formed. However, the observed networks are sparse, so
this is unlikely to be a concern in this analysis. This concern is further mitigated by logtransforming degree. Second, degree centralities are more easily comparable across structures
and components. Finally, because the primary focus of this paper is on the effect of community
structure, and eigenvector centrality can conflate position and broader structure, degree centrality
is a more appropriate measure. However, I include eigenvector centrality in many of the analyses
below in order to more readily compare my specification to others in the literature (Horowitz &

Figure 2 Eigenvector Centrality.
Eigenvector centrality in the cooperative network of
violent actors color coded from blue (low centrality) to
red (high centrality).

18

Potter, 2013).
Hub: Hub is an indicator variable of the most well-connected group within a network
community. Hubs were calculated using degree centrality.
Centralization
I constructed a measure of the centralization of each group's local neighborhood for every
month in time. This measure was adapted from Freeman (Freeman, Roeder, & Mulholland,
1979). Neighborhoods were measured as the centralization of a local neighborhood out to 2
degrees out from each group. This means a group’s local network included their partners, and
their partners’ partners. Sj is the centralization of the local-network surrounding group j. C D(p*)
is the degree centrality, or the number of partners, of the best-connected member of the
neighborhood, and CD(pi) is the degree centrality of each member of the neighborhood, i. As a
robustness check, I also calculated centralization using degree centralities calculated including
ties to groups outside of the local network. The denominator refers to the maximum possible sum
of differences if the connections between nodes in the neighborhood were to be arranged into a
hub-and-spoke network, with the hub being the group with the most connections outside the
neighborhood (if there are any):

The degree centralization measure that only considered connections within the local-
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network is referred to as localcentralization, while the measure that
considered connections outside the
local-network is referred to here as
embedded-centralization.
Degree centralization is
measured as the sum of differences
between the most connected node in
the network, and the number of
partners held by all other nodes,
divided by the maximum sum of
differences if the community were to
be rescaled. In all cases, the
maximum sum of differences would
result in a hub-and-spoke network.
This measure therefore represents the
extent to which a network resembles
a hub-and-spoke network. In order to
capture tree-like centralized
structures, I used eigenvector
centralization in robustness checks.
Several measures can be used
to capture a group’s position in the network, and the structure of that network. With half a dozen
common measures of centrality, and an unlimited number of ways to conceptualize network
topology, careful matching of theory to measure is necessary. I have described the theoretical
rationale behind each choice, but it is still important to ensure that in the context of an observed
network, that the measures correspond to theoretical expectations. Toward this end, two of the
more abstract measures—eigenvector centrality and centralization—are color mapped onto the
network in Figures 2 and 3.

Figure 3 Local Network Centralization.
Centralization of modular communities in the
cooperative network of violent actors. Color coded from
blue (low centralization) to red (high centralization).

Controls
I control for several theorized drivers of violence, primarily taken from A&R. There are so
few terrorist communities that even if these drivers were randomly distributed, which is unlikely,
there is likely to be imbalance which may cause bias without including controls.
Group Size: Controlling for size allows for comparison amongst more similar
communities. If violent groups preferentially ally with stronger groups, or if having a large group
requires a greater investment in coordination, then larger networks are likely to be more capable
than smaller networks.
Community size: Controlling for community size also helps to more accurately compare
between like communities of violent actors.
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State sponsored: Having a common state sponsor may make groups more likely to
cooperate, or it may free groups from the need to cooperate to mobilize resources. State
sponsorship is also likely to increase a group’s capabilities and lethality.
Age: groups which have been around longer have had longer to develop allies, capacity,
and a longer time in which to conduct attacks.
Religious, Ethnic: Certain ideologies may lend themselves both to specific alliance
structures and to greater or lesser violence.
Territory: Terrorist groups which control territory are more attractive alliance partners
because they can provide safe havens for their allies. They are also likely to be more capable,
both because they were strong enough to attain territory, and because that territory facilitates
their mobilization of resources and personnel.
Outliers: All models at the group level of analysis that include a measure of lethality
exclude 9/11 because it is such an extreme outlier. Any model that can predict 9/11 explains a
large proportion of all casualties, which biases results. Note that I only exclude the outlying
months, not al Qaeda as a whole.
Results
Capacity for Violence
Figure 4 shows the network color coded by group lethality. At first glance, well-connected
groups in centralized local networks
Figure 4 Lethality.
Lethality of violent groups in the cooperative network of appear to be much more lethal than
violent actors. Color coded from blue (low lethality) to
peripheral groups. To test the effects
red (high lethality).
of position and structure on capacity
for violence, I regressed measures of
eigenvector centrality, degree
centrality, and hubs (hypothesis 1),
with centralization (hypothesis 2),
on lethality and the number and of
attacks and casualties per month,
using the zero-inflated negative
binomial regression described
above. Results are reported in Figure
5. Similar figures with robustness
checks are reported in Appendix B.
Note that all regressions contained
all controls, but only the effects for
network covariates are shown. Three
estimates are reported for each
effect, each representing the estimate
found by a different Markov Chain
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Monte Carlo chain. The R-hat value is an indicator of convergence: if all three chains have
similar behavior, then we are more confident that the model converged and that the estimates
reflect the posterior distribution of the effects. R-hat values should be very close to 1, not greater
than 1.2. Traces for all model variables are reported in Appendix B.
In each case, the coefficients for degree centrality and hubs are significant and positive.
This means that on the whole, the best-connected groups conduct more attacks and more intense
attacks with greater casualties. It is also worth noting that contrary to previous findings,
controlling for centralization reduces the effect of eigenvector centrality.
The effect of centralization is also positive and significant. Groups in centralized local
networks conduct more attacks that harm more people. This suggests that centralized networks
are more efficient and are better able to mobilize resources to increase their members’ capacity
for violence. This also shows that there is a positive additive relationship between being more
well-connected and being in a centralized network. Well-connected groups in centralized
networks conduct the most attacks, harming the most people.
These findings are replicated using different measures of position (eigenvector centrality)
and different measures of centralization (local degree centralization, eigenvector centralization).
Results are presented in Appendix B, and show similar findings.
To determine whether the relationship between centralization and capacity for violence is
driven by the capacity of well-connected groups, and to examine whether the relationship
between centralization and being well-connected is multiplicative, I also examined an interaction
between position and centralized structure. Results are presented in Figure 6. Robustness checks
with alternative measures of centralization are presented in Appendix B and show similar results.
Depending on the specification, the interaction between connected groups and
centralization is indistinguishable from zero, or small and negative. However, the sum of the
simple main effects is much greater than the magnitude of the small negative interaction. This
suggests that there may be slight diminishing returns to added partnerships among groups in
centralized networks, and that the relationship between being well-connected and network
structure is not multiplicative. However, it also demonstrates that the main effects presented in
Table 6 were not driven by very lethal very well-connected groups. Even poorly connected
groups in centralized local networks produce more violence.
To summarize: Groups in centralized communities are more violent, and groups with more
partners are more violent. The relationship between centralization and position is additive but not
multiplicative: a well-connected group in a decentralized network is more violent than a lesswell connected group in a decentralized network, but a well-connected group in a centralized
network is even more violent. I now turn to the effects on capacity for survival.
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Figure 5: Coefficient Estimates for Multi-Level Logit
Each figure in the grid shows the coefficient estimates for a different model specification. The
first column models casualties. The second column models the number of attacks. Each row
represents a different measure of connectedness: number of connections while controlling for a
weighted measure (eigenvector), number of connections, an indicator for whether the group has
the most connections in its local-network, and the measure weighting influence of connections
(eigenvector).
All models included the following controls, not shown: Organizational Size, Territorial Control,
Sponsorship, Religious, Ethno-Nationalist, Age.
Three estimates for every coefficient are plotted with their 95% confidence intervals, and their
standard errors in bold. Each estimate was taken from a separate MCMC simulation. The R-hat
values indicate model convergence based on the similarity between each simulation. A value of 1
represents convergence.
Casualties
Attacks
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Figure 6: Coefficient Estimates for Multi-Level Logit with Interactions
Each figure in the grid shows the coefficient estimates for a different model specification. The
first column models casualties. The second column models the number of attacks. Each row
represents a different measure of connectedness: number of connections while controlling for a
weighted measure (eigenvector), number of connections, an indicator for whether the group has
the most connections in its local-network, and the measure weighting influence of connections
(eigenvector).
All models included the following controls, not shown: Organizational Size, Territorial Control,
Sponsorship, Religious, Ethno-Nationalist, Age.
Three estimates for every coefficient are plotted with their 95% confidence intervals, and their
standard errors in bold. Each estimate was taken from a separate MCMC simulation. The R-hat
values indicate model convergence based on the similarity between each simulation. A value of 1
represents convergence. (cont.)
Casualties
Attacks
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Figure 6 (cont.)
Casualties

Attacks

Vulnerability
I hypothesized that groups in well-connected communities in general will be more longlived because groups in decentralized communities were subject to unraveling strategies. I also
hypothesized that there would be an interaction between number of partners, and centralization:
in decentralized communities, unraveling leaves more-connected partners more vulnerable, while
in centralized communities, well-connected groups help to provide security and thus can only
form around secure groups. I test these hypotheses with a Cox Proportional Hazard model,
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presented in Table 1 and 2. Cox Proportional Hazard models calculate the instantaneous hazard
of a group ending given its network position and structure. Negative coefficients mean groups
survive longer. The exponent of a coefficient represents the proportional change in the baseline
hazard of death with a one unit change in the covariate.
Main effects show that groups in centralized communities are statistically and
substantively significantly less likely to end in a given month. When controlling for
centralization, there is also a
Table 1: Cox Proportional Hazard Regression
negative effect of partnerships:
Regression coefficients for a cox proportional hazard
groups with more partners are
model, along with their exponent. Negative coefficients
mean lower probability of ending in a given month, while
less likely to die in a given
the exponent indicates by how much. Groups in
month.
centralized networks have an instantaneous hazard of .287
Interaction effects are
times baseline, or less than a third.
shown in Table 2. To ease
Covariate
Coefficient
exp(coef) p-val
interpretation, I used the reverse
of centralization, in which 1
Degree
-1.00 (.311)
.367
.001
represents the least centralized
Centralization
-1.249 (.412)
.287
.002
network, while 0 represents the
most centralized network. This
Eigenvector
.073 (282)
1.075
.797
means that simple main effects
Size
.031 (.018)
1.032
.086
coefficient for hub (an indicator
for the most connected group in
Territory
-.075 (.309)
.928
.808
a local network) represents the
Sponsored
-.941 (.341)
.390
.006
effect of being the most
connected group in a centralized
Ethno-National -.803 (222)
.448
.0003
network. I also centered the hub
Org Size
-6.323e-4 (6.65e-4) .999
.342
indicator from -.5 to .5.
The simple main effect
Religious
-.023 (.284)
.977
.9343
for hub is significant and
Likelihood ratio test = 54.9 on 9f, p=1.29*10-8
negative, meaning that the most
n=721, number of events = 124
well-connected group in a
centralized network is less likely
to die in a given month: such a group has an instantaneous hazard of death of .245 that of a
poorly connected group in a centralized network. Moreover, both the interaction and the simple
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main effect for reversed
centralization are positive. The
best-connected group in a
decentralized network has an
instantaneous hazard of death of
3.717 times greater than the
baseline hazard. This provides
evidence in support of
hypothesis 5.
Conclusions

Table 2: Cox Proportional Hazard with Interaction
Regression coefficients for a cox proportional hazard
model, with their exponent. Negative coefficients mean
lower probability of ending in a given month, while the
exponent indicates by how much. Multiplying the
exponential terms in the interaction, the best-connected
groups in decentralized networks have an instantaneous
hazard of death 3.717 times higher than baseline, while the
best-connected groups in centralized networks have an
instantaneous hazard of death of only .245 times baseline.
Covariate

Coefficient

exp(coef) p-val

Hub

-1.408 (.605)

.245

.019

The findings are
Reverse
.884 (.441)
2.422
.045
summarized in Table 3. I find
Centralization
strong evidence in support
Hub* Reverse
1.837 (.902)
6.278
.042
suggesting that network
Centralization
structure is associated with
Size
-7.87e-4 (6.90e-4) .988
.254
operational outcomes. Most
notably, I find that the effect of
Territory
-.082 (.315)
.920
.794
group partnerships described by
Sponsored
-.911 (.337)
.402
.007
previous work is actually
mediated by local network
Ethno-National
-.817 (.229)
.442
.0004
structure (Asal & Rethemeyer,
Org Size
-7.87e-4 (6.90e-4) .999
.254
2008b; Horowitz & Potter,
Religious
-.054 (.281)
.947
.847
2013; Phillips, 2013). Wellconnected groups in
Likelihood ratio test=47.1 on 9 df, p=3.71e-07
centralized—but not
n= 721, number of events= 124
decentralized—local networks
are more long-lived. Wellconnected groups in centralized local-networks are more lethal than well-connected groups in
decentralized networks. Moreover, even poorly-connected groups in centralized networks have
greater capacity for violence and survival. These results suggest that future work should consider
both inter-group interdependence, and structural effects when theorizing about group-level
outcomes.
As with many network studies, it is difficult to distinguish between the effects of network
evolution and the effects of network structure on behavior. The two represent an interconnected
endogenous process that cannot be separated without robust temporal data, if at all (Shalizi &
Thomas, 2011). Since illicit groups are secretive by nature, it may never be possible to fully
distinguish between these effects. The theory presented here suggests that both are occurring:
well-connected groups in centralized local networks are selected into their position because of
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their strength and stability, and their structural leverage in turn helps them to remain powerful
and secure. From the data available, we may never know if one of the processes is dominant.
However, we can say with confidence that the structure of partnerships in which a group is
embedded, and its position within that web, has important implications for important group
outcomes.
These findings have important implications for security strategy. Recognizing the
coordinating function of well-connected groups in centralized networks, and how this differs
from well-connected groups in decentralized local networks, implies that different disruption
strategies should be used against prominent groups in different contexts. Centralized
communities present a catch-22 for law enforcement: they are the most dangerous, and the most
difficult to disrupt. When targeting a centralized local network, intensifying the threat
environment of groups may backfire, making them feel more dependent on and closer to the
well-connected groups at the center, thereby increasing their capacity for collective action. With
some groups, such as al Qaeda and its network, this may be a worthwhile risk. However, a more
effective accompanying strategy would be to discredit the coordinators at the center of these
centralized networks. Law enforcement can disrupt trust in these networks by focusing on
infiltrating, (or claiming to have infiltrated,) the most well-connected groups in these networks,
thereby reducing confidence in their capacity to protect their partner’s security. Governments
might also use information campaigns to emphasize the ways in which well-connected groups
take advantage of their less-connected partners. This should weaken the local network as a whole
by reducing the flow of network goods.
The findings have the opposite implication for decentralized local networks. While the
vulnerability findings suggest that there is less marginal utility to targeting peripheral groups in a
centralized local network, it can be an effective strategy in decentralized local network. Because
they are less able to filter their members, law enforcement can target the weakest actors in order
to learn more about their partners. Moreover, increasing the threat environment decreases trust,
because members are more likely to be able to harm one another by defecting (Bapat & Bond,
2012). This means that groups can more easily be played off one another. Understanding the
context within which groups exist will help us to better learn how to fight them.

Table 3: Summary of Findings
Capacity for Violence
H1: Better-connected groups have greater capacity for
violence

Supported

H2: Centralized networks have greater capacity for
violence than decentralized networks.

Supported
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H4: Well-connected groups in centralized networks have
the highest capacity for violence

Additive effect

Longevity
H3: Groups in centralized communities survive longer.

Support

H5: Well-connected groups in centralized communities
survive longer, while well-connected groups in
decentralized communities are more vulnerable.

Supported
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Appendix A: Eigenvector Centrality Standardization
There is no straightforward way to calculate eigenvector centrality for a disconnected
network. Different standardization procedures measure slightly different things, and which is
chosen should depend on theoretical considerations. To understand the problem, consider the
eigenvector centrality of several idealized networks. Figures 2a and 2b shows the eigenvector
centrality idealized hub-and-spoke networks, while 2c shows the eigenvector centrality of an
idealized interconnected network. One important anomaly that is difficult to distinguish in the
figure, but is worth pointing out, is that the centrality of the primary hub in 2a is lower than that
of the secondary hubs. This measure therefore does not perfectly reflect the importance of hubs
theorized above. Eigenvector centrality is more appropriate for identifying influential nodes in an
interconnected network than a centralized network. However, by and large, eigenvector
centrality identifies more influential groups in each topology, when there is only a single
community in the network.
Eigenvector
centrality can be
compared across
communities once the
measure has been
standardized. Whether
interconnected networks
or hub-and-spoke
networks are favored by
eigenvector centrality
A1
depends on the
standardization method
used to compare
communities. Panel (f)
scales the eigenvectors
by their dominant
eigenvalue. This method
tends to favor influential
nodes in interconnected
networks more than
hubs. Panel (h) shows
standardization by group
size, a method used by
A1:
*ORA.7 The centrality of
the most influential nodes in interconnected networks is similar to that of spokes, but this
7

*ORA is the network analysis software developed by the Center for Computational Analysis of Social and
Organization Systems.
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relationships is highly dependent on the density of the interconnected networks. 8 Another
method is to scale the dominant eigenvector of each component by the maximum eigenvector
centrality in the entire population, as in panel (h). 9
Finally, eigenvector centrality can be standardized by dividing each member of a component by
the Euclidean mean of the eigenvector, (Ruhnau, 2000). All four implementations place hubs,
interconnected nodes, and spokes on a single spectrum, and therefore have difficulty
distinguishing the effect of network structure. While each normalization procedure is correlated
with the others, each only explains between 18% and 78% percent of variation in the others.
Which is used, therefore, should depend on the hypothesis in question, and how interconnected
nodes are theorized to relate to hubs.10
The dangers of improper
standardization are highlighted
by Horowitz & Potter’s (H&P)
analysis. H&P did not use any
standardization. Instead, they
took the eigenvector of their
entire adjacency matrix, despite
the fact that there are
unconnected components.11 The
eigenvector associated with the
dominant eigenvalue for
disconnected graphs does not
accurately represent the relative
eigenvalues of all components,
and is not even guaranteed to
represent the largest component
accurately. Panels (d) and (e)
show some of the consequences
for doing this on different
network topologies. The
centrality of node 1, in this example, depends entirely on the density of a network to which it is
not connected. A slight change in the density of the interconnected network shifts the dominant
component. Figure 3 shows a map of the network color coded according to H&P’s measure
8

The eigenvalue is the scalar of the eigenvector.
This is the technique used in IBM’s i2 Analysts Notebook.
10
Note that while the final three standardizations appear similar in the graphs shown, this will not always be the
case. Standardizing by group size weights larger groups, while IBM’s method of scaling by the maximum value
depends on the characteristics of each community in the network, and is somewhat arbitrary. Euclidean mean
standardization results in a more relative measure, in which groups who have greater centrality relative to others in
their community are given a higher measure of global centrality.
11
Though they do not specify in the paper, their replication data of eigenvector centrality contains negative
numbers, which only occur if they either took the eigenvector from a non-dominant eigenvalue, or if the network is
disconnected.
9
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centrality. The measure favors the largest component, even though all components were included
in the analysis. All their analysis says, therefore, is that the al Qaeda network is more lethal than
any other, and being more closely connected to al Qaeda increases a group’s lethality. In order to
explore how network position and network structure mediate behavior more generally, a more
detailed set of measures are needed.
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Appendix B: Model results for alternative measures of centralization:
Eigenvector Centralization
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Eigenvector Centralization with Interactions
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Local Centralization (degree calculated only using groups in the local network)
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Local Centralization With Interactions (degree calculated only using groups in the local network)
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Appendix C: Terrorist Alliance Network Literature
While many studies have looked at terrorist networks between individuals (Perliger &
Pedahzur, 2011), only four studies have explored network effects at the group level. These initial
findings support the idea that alliance networks matter. However, these early forays failed to
account for structural network effects.
Asal and Rethemeyer (A&R) made the first contribution to the networked study of
terrorist groups (Asal & Rethemeyer, 2008). Their most important contribution was the
compilation of the Big Allied and Dangerous dataset, which includes information on degree
centrality of organizations, but unfortunately excludes the alliances themselves, precluding its
use for more sophisticated analysis. While their study may have sparked discussion of the
importance of network analysis, it failed to launch a research agenda because of the absence of
data.
A&R's foundational paper focuses on the determinants of lethality writ large. 12 One of
their determinants is the number of alliances a group has, or degree centrality. They find that
degree centrality is correlated with increased lethality. This finding suggests either that having
alliances increases lethality, or that more lethal groups tend to ally with one another, or both. If
the former, then disrupting alliances should disrupt the level of violence in the system.
Unfortunately, it is nearly impossible to determine whether an apparent network effect is causal,
or due to homophily,13 even in analyses with ample data (Shalizi & Thomas, 2011). Terrorist
groups provide an even more difficult case, because they form a dark network which is largely
unobserved. It is difficult enough to determine whether two groups ever had an alliance, making
it nearly impossible to collect reliable time-course data. Groups may or may not have an interest
in announcing formal, ideological, alliances, but they have an interest in concealing cooperation
with criminal networks or with groups with whom they do not have an ideological affiliation. For
the time being, any study of terrorist alliances will have this limitation.
Phillips (2013) takes the theoretical story a step further. He argues that alliances can help
groups mobilize resources, which in turn helps them increase their ability to survive. He finds
that longevity is predicted by alliances. Longevity is an ambiguous measure of group strength, in
part because groups that end sometimes do so because they succeeded in extracting concessions
or because they were incorporated into the nonviolent political process (Jones & Libicki, 2008).
If groups terminate their violent wings, is that a predictor of group death, or group success? Most
groups that end do not succeed, however, so Phillips' finding is another piece of evidence
suggesting that alliances matter, and may confer benefits.
Unlike A&R, Phillips does consider network structure, but his consideration is limited.
He looks at alliances during two periods, and shows visually that contrary to popular belief,
terrorist alliance structure used to look similar to alliance structure today. However, he does not
theorize about structural effects which may mediate any effects of network position.
The third piece critiques A&R's approach and offers another understanding of how
12

Similarly, a subsequent paper looks at general determinates of the pursuit of CBRN, and includes network
centrality as one of many variables, (Asal, Ackerman & Rethemeyer, 2012).
13
Homophily is the tendency of similar groups to form ties.
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alliances matter. Horowitz and Potter (H&P) theorize that who groups are allied with matters.
Groups with better connected allies should confer greater goods. H&P use eigenvector centrality,
which is a measure of a group’s influence in a network. Groups who have allies who also have
many allies are more central than groups with more isolated allies. 14 They find that eigenvector
centrality predicts lethality better than degree centrality and conclude that who terrorists ally with
is more important than how many alliances they have. H&P are correct that who a group is allied
with matters, but as I will discuss below, their eigenvector centrality measure is poorly
constructed.15
One recent study does look at network structural effects, albeit in the context of a civil
war. Metternich and colleagues in the Ward lab (2013) are concerned with free riding: if one
rebel group is willing to engage in risky violence, then ideologically similar groups should free
ride off of the other group’s efforts. They build off of Bramoulle, Kranton & D’Amours’ (BKD)
formal network model of collective action (2014). BKD demonstrate that collective action
problems in networks with lower minimum eigenvalues have corner solutions, while greater
minimum eigenvalues are associated with networks with unique interior or corner solutions.
Lower eigenvalues are associated with more disjointed, clustered networks, while higher
eigenvalues are associated with more uniformly interconnected networks. BKD also find that in
interconnected networks, effort is uniform but low. In disjointed networks, effort is zero in many
segments of the network, but that effort is high in clusters of innovation, making global effort
higher. Metternich and colleagues show that these predictions are supported by the behavior of
Thai rebel groups. The Metternich study explores the effect of network structure among a
collection of groups with common goals and a common enemy. The present study goes a step
further to explore the effects of two dimensions of network features on violent group behavior in
a broader context.

14

Eigenvector centrality takes the eigenvector of the dominant eigenvalue for an adjacency matrix, which measures
the influence of each node on the network as a whole.
15
They take the eigenvector of a disconnected network, rather than of each component of the broader network,
which gives misleading results.
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Appendix D: Traces.
Casualties, log(degree),controlling for eigenvector, no interactions
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Casualties, log(degree),controlling for eigenvector, no interactions (cont.)
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Casualties, log(degree),controlling for eigenvector, with interactions
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Casualties, log(degree),controlling for eigenvector, with interactions (cont.)
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